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Preface

The study of algorithms is at the very heart of computer science. In the last five decades, a

number of significant advances have been made in the field of algorithms. These advances have

ranged from the development of faster algorithms to the startling discovery of certain natural

problems for which all known algorithms are inefficient. These results kindled considerable

interest in the study of algorithms, and the area of algorithm design and analysis has blossomed

into a field of interest. Teaching and research in this foundational aspect of computing is

therefore a natural and desirable thrust area.

Algorithms are also at the heart of every nontrivial computer application. Therefore, com-

puter scientists and professional programmers are expected to know about the basic algorithmic

toolbox: structures that allow efficient organization and retrieval of data, frequently used algo-

rithms and generic techniques for modeling, understanding and solving algorithmic problems.

Hence, algorithmic studies form a major component of computer science programs in colleges

and universities.

In the last four decades, graph and geometric problems have been studied by computer science

researchers using the framework of design and analysis of algorithms. Graph theory is the

study of the properties of graphs. Graph algorithms are one of the oldest classes of algorithms

and they have been studied for almost 300 years. Graphs provide essential models for many

application areas of computer science, and at the same time, they are fascinating objects of

study in pure and applied mathematics. There have been a number of exciting developments in

graph theory that are important for designers of algorithms. Correspondingly, the algorithmic

viewpoint of computer science has stimulated much research in graph theory. Graph theory

and graph algorithms are inseparably intertwined subjects.

On the other hand, the main impetus for the development of geometric algorithms came from

the progress in computer graphics, computer-aided design and manufacturing. In addition,

algorithms are also designed for geometric problems that are classical in nature. The success

of the field can be explained from the beauty of the geometry problems studied, the solutions

obtained, and by the many application domains – computer graphics, geographic information

systems, robotics and others, in which geometric algorithms play a crucial role.

In the last two decades, the number of researchers working in India on graph and geometric

algorithms has increased substantially. Presently, research is being carried out in India in

several sub-areas of algorithms and results are being published in reputed conferences and

journals in computer science. However, the number of active researchers in algorithms is

still far less in India compared to the large number of bright students and teachers involved in

studying and teaching computer science in India. In order to motivate them towards computer

science research in general and algorithmic research in particular, a series of workshops on

‘Introduction to graph and geometric algorithms’ for teachers and students (undergraduate,
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post-graduate and doctoral) is being organized at engineering colleges and universities at

different locations in India. The current workshop belongs to this series of research promotion

workshops. This program may be viewed as a human resource development program for raising

the level of algorithmic knowledge among Indian university students and faculty in computer

science.

The workshop will be held at the Satish Dhawan Auditorium, Indian Institute of Science,

Bangalore during July 15-18, 2009. Due to limited resources, we could accept only around

two hundred participants in the workshop, out of nearly five hundred applicants. We have

eighteen distinguished speakers. The speakers are key figures in their respective research areas

and each of them will give an introductory lecture for an hour on a front-line research topic

on algorithms with an idea to expose participants to various key developments in the field.

An outline of each lecture with necessary references are published in this proceedings for the

benefit of participants.

The workshop is jointly organized by the School of Technology and Computer Science, Tata

Institute of Fundamental Research, Mumbai and the Department of Computer Science and

Automation, Indian Institute of Science, Bangalore. The workshop is a national event of Dr.

Homi J. Bhabha Birth Centenary Commemoration, and is funded jointly by Tata Institute of

Fundamental Research, and the Board of Research in Nuclear Sciences, Department of Atomic

Energy, Government of India.

During the last one year, many people have helped us in various ways in organizing the

workshop. We sincerely thank Prof. Arun Grover, Prof. S. Ramakrishnan, Prof. C. E.

Veni Madhavan and Prof. M. Narasimha Murty for their constant support in organizing this

workshop. We also thank Mr. Raymond D’Mello for carrying out enormous secretarial work for

the workshop right from the beginning. We are grateful to Mr. Ravi Naik for designing and

maintaining the web-page (http://www.tcs.tifr.res.in/∼ igga/) for the workshop. A special

thanks to Mr. Pravin Bhuwad and Mr. Ravi Naik for their efforts in the production of this

proceedings. We have received helpful suggestions from Mr. A. M. Abhyankar on handling

financial matters. Mr. Shaju Varghese made special efforts to arrange accommodation for a

large number of outstation participants of the workshop, which facilitated participation in the

workshop from all over India. Finally, we specially acknowledge the significant contributions

of Mr. Pradip Pyne and Mr. John Barretto on various matters in organizing the workshop.

TIFR, Mumbai Subir Kumar Ghosh

July, 2009 Convener
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Fixed Parameter Algorithms

Venkatesh Raman

The Institute of Mathematical Sciences

C. I. T. Campus, Chennai 600 113.

vraman@imsc.res.in

It is a widely held notion that polynomial-time computability captures feasible computation

and NP-completeness identifies hard problems in this framework. However, the NP-hard

problems can not be wished away and have to be handled algorithmically. One prominent

approach to dealing with NP-hard optimization problems is to settle for polynomial-time

computable (good) approximate solutions. Another, more classical, approach is to identify

subclasses of instances of NP-hard problems which are feasibly solvable. Both approaches

have attained a reasonable degree of success[13, 9]. Parameterized Complexity deals with

situations where exact algorithm is sought for where the instance has several parameters,

some of them likely to be small for most practical purposes.

It is known, for example, that given an undirected graph on n vertices, one can determine in

O(5kk2 + n3) time [12, 4] whether at most k of the vertices can be deleted to make the graph

acyclic. This algorithm for the classical NP-complete undirected feedback vertex set problem

is practical even for moderately large values of k (regardless of n) in contrast to the trivial

O(nk+2) algorithm. The related question on directed graphs has been settled only recently

and has an an O(n44kk3k!) algorithm [5]. However, a similar question for the dominating

set problem or the clique problem (is there a dominating set of size at most k or a clique of

size at least k), has only an Ω(nk) algorithm. Parameterized complexity, pioneered by Downey

and Fellows[6, 11, 8] is a systematic attempt to study this contrasting behaviour of the role of

the parameter in fixed parameter problems.

A parameterized problem is a set L ⊆ Σ∗ × Σ∗ where Σ is a fixed alphabet. For convenience,

we consider that a parameterized problem L ⊆ Σ∗ × N . A parameterized problem L is said to

be fixed-parameter tractable (FPT) [6] if there is a constant α and an algorithm that Φ decides

if (x, k) ∈ L in time f(k)|x|α (independent of k) where f : N → N is an arbitrary function (of

k alone). Hence by our discussion above, the k-feedback vertex set problem in directed and

undirected graphs are fixed parameter tractable when k is the parameter.

Decision versions of most NP-complete problems have natural parameters (as the solution

sizes). Other natural parameters include structural parameters like the maximum degree or

the treewidth or pathwidth of a graph, the size of the alphabet (in case of string problems) or

the dimension of the points (in geometric problems).

Over the last decade and more, there has been an explosive growth in research in param-

eterized complexity. There is an international biennial workshop (IWPEC – International

Workshop on Parameterized and Exact Computation) on this topic started in 2004 (see

www.scs.carleton.ca/iwpec), which has become an annual workshop from last year. Several
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new algorithmic techniques have emerged in this area to show a problem fixed parameter

tractable. Some of these techniques (like Color Coding [1], Kernalization[10] and Iterated

Compression[4, 5]) are elementary but powerful while others are based on the deep graph mi-

nor theorems of Robertson and Seymour[7] and bounded treewidth machinery[2]. Color coding

is a simple randomized algorithmic technique that has found applications in several problems.

Kernalization is a formal way of analyzing preprocessing strategies which practitioners always

used to do. Recent framework [3] to show lower bound on the kernel size (informally the size of

the compressed instance) has increased the importance of understanding kernalization. This

theory has also found wide practical applicability in domains like computational biology. This

talk will give a smooth introduction to the algorithmic techniques in parameterized complexity.
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Prune and Search Technique in
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Swami Sarvottamananda
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Prune and Search is a technique of successively removing a subset of input without changing

the solution (See [1, 9, 6]). As such, this is an important technique in computer science to

solve many optimization problems. It is also used, for example, in computing median of a set

of n real values in linear time. Many of the sub-O(n log n) algorithms, which are not trivial

that is relying on linear search, make use of the technique. These class of problems and linear-

time algorithms are interesting because one can not use the sorting algorithm which is used

in large number of algorithms where you need to do some kind of searching or need some kind

of ordering of elements.

The technique of prune and search was popularized by N. Megiddo[8, 9] when he solved

several problems in R3 using linear-time algorithm for solving LPP. He, later, solved the linear

programming problems in fixed dimension giving a linear-time algorithm. This allowed him

to solve many searching and optimization problems that either used this technique directly or

used it in a modified form.

Nimrod Megiddo[8] showed how we can compute a minimum area circle hat encloses a finite

number of given points in the plane in linear time. Dyer[4] independently discovered the same

technique. Many other applications of this powerful algorithm design technique appear in the

literature. Edelsbrunners book[5] also gives a brief description of the method in section 15.6

and shows its applications, eg, to linear programming in chapter 10, and to ham-sandwich cuts

in section 14.1. Frances Yao in section 6, chapter 7 of van Leeuwens book[11] also discusses

this technique. The prune-and-search technique can be traced back to the first linear time

median finding algorithm of Blum-Floyd-Pratt-Rivest-Tarjan [2]. The latter algorithm finds

the median (and in general, the k-th smallest element) of a finite set of given numbers in linear

time and is also described in section 10.3 of Cormen-Leiserson-Rivest[3].

Linear-time algorithms have a specialty of their own. It almost seems magical in the way they

solve a problem which is proportionate in time to scan the input. If we are able to prune at

least a fixed fraction of input in our search for solution taking only linear-time then we get a

linear-time algorithm.

We give the application of the technique by N. Megiddo to find minimum enclosing circle of

a finite set of points in the plane. This problem was mentioned as the intersection radius

problem in the pioneering thesis of I. Shamos. Of course, Shamos and Hoey[10] incorrectly
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conjectured that the problem can be optimally solved only in Ω(n log n) time. The problem

in space and higher dimensions can also be solved in linear-time using similar techniques[9].

It can also be shown that a much general case of intersection radius problem in plane when

the objects to be intersected are very heterogeneous, consisting of points, lines, half-lines, line

segments, half-planes, wedges, and convex polygons, can also be solved in linear time[7].
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A Short Guided Tour of Randomized Algorithms

Sandeep Sen

Department of Computer Science and Engineering
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Informally, randomized algorithms have the power of using random outcomes (usually mod-

eled by a random number generator), to decide on the next step. The past two decades have

witnessed rapid advances and popularity of randomized techniques in algorithm design. Ever

since the first significant application to primality testing1, researchers have used it generously

in extremely creative and elegant ways. Unfortunately, this trait is not reflected in the text-

books on algorithms design and analysis. Barring a few exceptions, it is usually confined to

a single chapter that is considered an advanced topic and can be skipped at the discretion

of the instructor. Unlike the more conventional and popular design techniques like divide-

and-conquer, greedy, dynamic programming, it is considered somewhat esoteric and in some

cases even discouraged because of uncertainty in the algorithm. The uncertainty is either in

terms of the running time (termed Las Vegas) or the correctness (termed Monte Carlo) and

the results hold for worst case inputs, averaged over the bits produced by the underlying

Random Number Generator (RNG). Randomized techniques have solid mathematical founda-

tions in probability theory and stochastic processes and the uncertainty factor can be provably

bounded to limiting 0 in most cases. When a randomized algorithm has success probability

exceeding 1 − 1
n for input size n, it is widely referred to as high probability and considered

comparable to any deterministic algorithm that succeeds with probability 1.

The randomized techniques go hand in hand with the more conventional design techniques

mentioned previously and provide us with more options for developing faster and simpler

algorithms. For the more theoretically inclined, it has created opportunities of applying deep

results from probability and combinatorics. The Probabilistic Method of Erdos and Spencer

had unleashed a flurry of activity in the area of combinatorics and has also found elegant

applications in the theory of algorithms. In summary the optional chapter on Randomized

Algorithms should be marked as ”ignore it at your own risk.”

It is also widely accepted that the class of efficient algorithms is captured by polynomial time

randomized algorithms. None of the NP Complete problems have an efficient algorithm even

with use of randomization but use of randomization leads to provable separation in many other

models of computing like Parallel, Distributed, Online and Streaming.

In this talk, we present some basic randomized techniques by illustrating their applications

to problems like matrix product, crossing-number in graphs (as an example of Probabilistic

method), searching in high dimensional space, geometric construction and fixed-dimensional

1Given an integer, determine if it is prime.
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linear programming. In most cases, we will be able to present complete analysis using el-

ementary calculations. For further explorations into the subject, the reader is referred to

the references at the end of this write-up. Use of randomization and random sampling in

computational geometry led to some fascinating developments in algorithms as also in the

understanding of the underlying combinatorics of the geometric problems.

The reader may also want to pursue a very fascinating area of research addressing derandomiza-

tion, i.e., how does one eliminate the use of randomness from a randomized algorithm without

incurring an exponential slowdown (as a function of the number of random bits). It may also

be noted that distributed and parallel computing has immensely benefited from the use of ran-

domized techniques, many of which are not possible using conventional deterministic methods.
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Approximation Algorithms

and Linear Programming

Daya Gaur
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Approximation algorithms trade accuracy for time and are a natural and elegant way of coping

with N P-completeness. For a minimization optimization problem, a polynomial time algo-

rithm is called an approximation algorithm if for every instance of the problem the algorithm

returns a solution with value within a constant multiplicative (or additive) factor of the value

of the optimal solution to the instance. Two equally important steps in designing an approx-

imation algorithm are i) a polynomial time algorithm, ii) construction of tight lower bounds

on the optimal solution. Linear programming provides a general method for performing both

the tasks. Most of the state of art approximation algorithms follow this design.

Linear programming is the problem of minimizing (maximizing) a linear objective function

subject to linear constraints (see Vanderbei). Linear programming has found wide spread use

in optimization since the invention of the Simplex algorithm by Dantzig. The fundamental

theorem of linear programming states that the values for the optimal primal and dual programs

are the same (if both are bounded).

By formulating an N P-complete minimization problem as an integer linear program and re-

laxing the integrality constraints, we get a lower bound on the value of the optimal solution

(weak duality). Given a minimization integer program, the ratio of the value of the optimal

integral solution to the value of the optimal fractional solution is referred to as the integrality

gap. Based on the work of Kuhn, [7], Dantzig, Ford and Fulkerson [3] gave a primal-dual algo-

rithm for the linear programming. The primal-dual algorithm for linear programming has been

widely used in combinatorial optimization and has led to discovery of the some of the corner

stone algorithms in P. A slight modification to the primal-dual algorithm so as to update the

primal solutions only integrally gives us an algorithm too. Hence linear programming provides

us with a general method (albeit not the only one) for constructing approximation algorithms.

However there is an important caveat, if the optimal is bounded by the linear programming

relaxation only, then the approximation ratio is at least the integrality gap. Finding integer

linear programs with small integrality gap is an art. Two excellent books on approximation

algorithms are by Vazirani [9] and Hochbaum [6]. A comprehensive collection of results is in

the recent Handbook of Approximation Algorithms and Metaheuristics [4].

In this talk, aimed at senior undergraduate and graduate students, we will look at two methods

for designing approximation algorithms using linear programming: rounding, and the primal-
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dual schema. We will illustrate these techniques on various problems [1, 5]. For the use of

linear programs in the computation of lower bounds on the optimal, we will consider the

general method of dual fitting for analyzing greedy approximation algorithms. We will also

consider two general methods for reducing the integrality gap; parametric pruning and addition

of valid inequalities. For case studies in the reduction of the integrality gap, we will look at

parametric pruning on the multiprocessor scheduling problem [8], and the addition of flow-

cover inequalities for the minimum knapsack problem [2].
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Concept of duality is a powerful tool for the description, analysis, and construction of al-

gorithms. A reason for this is that duality allows us to look at a problem from a different

angle. Duality has been applied for the design of efficient algorithms for a large number of

problems in computational geometry. In this lecture we shall define duality, discuss some of

its basic properties and describe, with a few examples, how the concept of duality has been

exploited for designing efficient algorithms for problems in computational geometry. Though

we shall restrict ourselves in two dimensional cases, the concept of duality is applicable in

higher dimensions also.

In the Cartesian plane, a point has two parameters (x- and y-coordinates) and a (non-vertical)

line also has two parameters (slope and y-intercept). We can thus map a set of points to a

set of lines, and vice versa, in an one-to-one manner. This natural duality between points and

lines in the Cartesian plane has long been known to geometers.

There are many different point-line duality mappings possible, depending on the conventions

of the standard representations of a line. Each such mapping has its advantages and disad-

vantages in particular contexts. The particular definition we use here is as follows.

Definition 1 The dual of a point p(a, b) is the line Dp(y = ax− b) and, in a similar manner,

the dual of a line l(y = cx + d) is the point Dl(c, −d).

Observe the asymmetry in the definition. The definition we have given above is known as m-c

duality. An alternative definition, called polar duality, is also used.

Definition 2 Dual of a point p with coordinates (a, b) in the primal plane is the line Tp with

equation ax + by + 1 = 0 in the dual plane and vice versa.

Geometrically this means if d is the distance from the origin O to the point p, the dual Tp of

p is the line perpendicular to Op at distance 1/d from O and placed on the other side of O.

We now discuss some algorithms which uses duality for their work. One of the most famous

problems in computational geometry is the convex hull problem. It can be stated as follows.

Given a set P of n points in the plane, compute the convex hull CH(P) of the point set P. We

introduce the concept of convex hull, which is the smallest convex set containing P, and then
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describe an optimal algorithm which uses duality for computing the convex hull of a point set

P. The time and space complexities of the algorithm are O(n log n) and O(n) respectively.

Let L be a set of n lines in the plane. The embedding of L in the plane induces a planner subdi-

vision that consists of vertices, edges, and faces. This subdivision is referred to as arrangement

induced by L, and is denoted by A(L). Algorithms for a surprising number of problems in

computational geometry are based on constructing and analyzing the arrangement of a specific

set of lines. We first introduce a simple alternative structure, known as level structure, for

describing an arrangement of lines and then describe an algorithm for computing the level

structure. The algorithm runs in O(n2 log n) time using O(n2) space. We also describe an

important paradigm, called sweep line paradigm, on which the algorithm is based.

We then consider an algorithm which uses sweep line paradigm and duality in an elegant way

to solve the following problem. Let P be a set of n points in the plane. Determine which of

the
(n
3

)

triangles with vertices in P has the smallest area. Time and space complexities of the

algorithm is O(n2 log n) and O(n) respectively.

Lastly, we consider the nearest neighbor of a query line problem. Given a set P of n points

in the plane and a query line l, the problem is to compute the nearest neighbor (in the

perpendicular distance sense) of the query line l. Though the problem can be solved optimally

in O(n) time in an obvious way, we consider the multishot query version of the problem.

Here we are allowed to preprocess the point set P in a suitable manner such that queries

can be solved efficiently. Our algorithm is simple and uses duality and level structure of an

arrangement of lines. With O(n2 log n) preprocessing time and O(n2) space, our algorithm

can compute the nearest neighbor of a non-vertical query line in O(log2 n) time.
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We consider the algorithmic problem of counting exactly the number of different combinatorial

structures of a certain type associated with a given input instance. Examples of such problems

include (i) the number of perfect matchings of a given graph, (ii) the number of 3-colorings of a

given graph, etc. Another example is counting the number of satisfying assignments of a given

boolean formula. More abstractly, for every NP machine, we can define a counting function

whose value on any instance is exactly the number of accepting paths for that instance. The

class of all such such counting functions of NP machines is the class #P .

Counting problems often arise in other disciplines like Statistics (counting the number of

contingency tables with prescribed row sums and columns sums), Statistical Physics (counting

the number of k-colorings), etc.

It turns out that counting problems can be significantly harder than associated decision prob-

lems (where we only want to determine if the count is zero or positive). There are decision

problems in P (like existence of perfect matchings) whose corresponding counting version is

#P -complete.

If a natural counting problem like number of perfect matchings (denoted by #PM) happens

to be #P -complete, it means that one cannot have a deterministic poly time algorithm for

#PM unless P = NP . This leads us to the issue of approximately computing this number.

That is, we want an algorithm which always outputs (on a given G) a number X(G) with a

provable guarantee of closeness to the actual value.

However, there is no known deterministic algorithm with a good approximation guarantee for

#PM . Also, for some counting problems, it turns out that even approximately counting is

hard ruling out the existence of efficient deterministic algorithms for approximate counting.

However, by using a small sequence of independent random bits, one can often design effi-

cient algorithms which produce a good approximation to the actual value with provably good

confidence in the answer.

The purpose of this expository talk is to introduce some of the approaches and tools employed

in designing efficient randomized approximation algorithms for counting problems.
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Given the parity check matrix H of a binary linear code, the corresponding Tanner graph [2]

is a bipartite graph whose left vertices are code symbols, right vertices are parity checks and

edges connect each code symbol to the parity checks involving the symbol. Graph represen-

tation allows graph based algorithms to be used in decoding, when the code is used for data

communication. Moreover, graph theoretic parameters like girth can give information about

the quality of the code.

A Low-density parity-check(LDPC) code is one whose Tanner graph has low degree vertices.

Gallager introduced these graphs in his thesis [1] in 1963. He also presented a graph based

iterative algorithm for decoding them. However the scheme was not easy to implement in

hardware and hence impractical at that time. As technology progressed, the decoding scheme

received its due recognition and is widely used today. The main benefit in using LDPC

codes with iterative decoding in communication is their high error correcting capacity and low

computational complexity.

In this lecture, we shall look at the fundamentals of iterative decoding and the design of graph

based LDPC codes.
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The subdivision of an edge uv in a graph H is an operation that replaces the edge uv by two

edges uw and wv, where w is a new vertex not in V (H). A subdivision of a graph H is a

graph that can be obtained from H by subdividing edges. A graph H is a topological minor

of a graph G if there exists a subgraph of G isomorphic to some subdivision of H.

The study of topological minors of a graph was motivated by Kuratowski’s theorem that a

graph is planar iff K5 and K3,3 are not its topological minors. The significance of this theorem is

that it gives a purely graph-theoretic characterization of planarity. Thus we may test whether

a graph is planar without actually constructing a plane embedding of the graph. Similar

characterizations are known for some other classes of graphs such as outerplanar graphs,

series-parallel graphs etc.

This leads to the general problem of testing whether a graph H is a topological minor of a

graph G. In general, this is of course NP-Complete. However, in many applications, such as

planarity, the graph H is fixed, and it is required to test whether it is a topological minor

of an arbitrary graph G. In this case, there is a general polynomial-time algorithm for any

fixed graph H, but it is very complicated, even for small H. This is based on the algorithm

of Robertson and Seymour for finding disjoint paths between specified pairs of vertices in a

graph [3]. However, this general algorithm is highly impractical, involving constants that grow

very rapidly with |H|.

There are simpler algorithms known for some special cases. Planarity can be tested in linear-

time. Some examples of graphs H for which such algorithms are known, are K4, K3,3, W4

(wheel with 4 spokes), W5 and very recently W6 [4]. A simpler, but exponential time, algorithm

for the general case has also been proposed recently [2]. Similarly, there are some efficient

algorithms when the class of graphs G is restricted, for example when G is chordal and H is

either complete, complete bipartite or an arbitrary wheel [5].

A different approach to such problems, very common in graph theory, is to find sufficient

conditions on the graph G, that guarantee that a specified graph H is a topological minor of

G. The proof usually also gives a simpler and efficient algorithm to find a subdivision of H in

a graph satisfying the conditions.

One of the simplest possible conditions on the graph G is a lower bound on its minimum

degree. The fundamental result here, due to Mader [1], is that for every graph H, there exists

a smallest integer dH , such that H is a topological minor of every graph with minimum degree
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at least dH . However, there is no simple way known of determining dH for an arbitrary graph

H, even for small graphs H. It is known for example, that dKr
is Θ(r2), but the exact value

is not known even for (small) complete graphs.

In this talk, I will describe a general technique for determining an upper bound on dH and

demonstrate some of its applications for particular graphs H. This technique was first used by

Mader in 1971 but other such results were proved by different ad-hoc methods. The technique

is very similar to the Maximum Cardinality Search algorithm, which was later used for testing

chordality of graphs, and also for finding minimum cuts in a graph.

The same technique turns out to be useful for proving other related results on subdivisions of

graphs. However, it is not clear exactly what can or cannot be proved using this technique. A

few specific questions for which I do not know the answers will be mentioned.

References

[1] R. Diestel, Graph Theory, 3rd ed., GTM 173, Springer, 2005.

[2] A. Lingas and M. Wahlen, An exact algorithm for subgraph homeomorphism, J. of Discrete
Algorithms (to appear), doi: 10.1016/j.jda.2008.10.003.

[3] N. Robertson and P. D. Seymour, Graph Minors XIII. The disjoint paths problem, J.
Combin Theory Ser. B, 63:65-110, 1995.

[4] R. Robinson and G. Farr, Structure and Recognition of Graphs with No 6-wheel Subdivi-

sion, Algorithmica, (to appear), doi: 10.1007/s00453-007-9162-y.

[5] C.R. Subramanian and C. E. Veni Madhavan, The Existence of Homeomorphic Subgraphs

in Chordal Graphs, Appl. Math. Lett. 10(3):17-22, 1997.

22



Geometric Spanners - Algorithms and Applications

Anil Maheshwari

School of Computer Science

Carleton University

Ottawa, K1S 5B6, Canada

anil@scs.carleton.ca

In this talk, we will consider the following problem:

Given a set S of n points in the plane, how to construct a good geometric network that connects

these points?

A geometric network is a weighted graph where the vertices are the point sites in the Euclidean

space and the weights on edges correspond to distances in the Euclidean metric. A complete

graph, where each site is connected to every other site by an edge, is an example of such a

network. Unfortunately, this has
(

n
2

)

= Θ(n2) edges.

We demonstrate techniques that will help us in designing networks with linear number of

edges. These networks have many interesting properties. For example, the shortest path

distance between any pair of nodes (i.e. points) in the network does not stretch too much

compared to the Euclidean distance between those points, the degree of each of the node in

the network is a constant, the diameter is small and these networks can be made fault-tolerant

(with respect to node or edge or region faults).

In the talk, we will discuss three main techniques: the greedy method, the theta-graph and the

well-separated pair decomposition. We will present algorithms for computing such networks -

show applications of these techniques - and discuss some recent work.
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The facility location is a resource allocation problem that mainly deals with adequate place-

ment of various types of facilities to serve a distributed set of demands satisfying the nature of

interactions between the demands and facilities and optimizing the cost of placing, maintaining

the facilities and the quality of services.

The facility location problem is well-studied in the Operations Research literature and recently

has received a lot of attention in the Computer Science community. Past few decades have

shown a huge growth in the field of network based facility location modeling. Several varia-

tions of facility location problem can be formulated depending on the nature of the objective

function and the constraints on the facilities. For examples, we may cite the problems on

demand capture, cost reduction, equitable service supply, fast response time etc. For locating

emergency facilities, such as hospitals, fire brigade stations etc., covering a region using mini-

mum radius circles is a natural mapping of the corresponding facility location problem where

the objective is to minimize the radius of the circles indicating the worst case response time.

The location problem is a long standing research problem. New variations are coming up from

many practical applications. A survey on location theory considering various environments and

application specific constraints are described in the book of Drezner [1]. A very good overview

on location theory in perspective of mathematical programming is available in the book by

Mirchandani and Francis [P. B. Mirchandani and R. L. Francis, [2]. Some important research

results are available in the literature [3, 4, 5]

The classical problems on facility location are 1-center and 1-median problems that are geo-

metric in nature. Till date, several new variations of geometric facility location problem have

been considered depending on the necessity of newly evolved applications. Many of these

problems are solved using the standard geometric tools, for example, Voronoi diagram, convex

hull, triangulation, visibility among the others. In fact, the facility location is an important

area of research in the field of computational geometry. In this presentation, the attention is

centered on the variations of the problem that are particularly important in the transporta-

tion management and wireless communication. These variations of the problem consider the

standard norm of considering facilities as points on the Euclidean plane, obstacles in the form

of convex polygons and distance measures in L2 metric. Here we consider the constraints by

restricting the location of the facilities, which is a line, or a line segment, or the boundary (or

a specific edge) of the obstacle polygon, etc.
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In this workshop, we will introduce the problem and will present various facility location opti-

mization problems which have potential applications in several practical problems in wireless

communication, operations research, guard placement, and many such other problems.

References

[1] Z. Drezner, Facility location: A survey of Applications and Methods, Springer Verlag,

1995.

[2] P. B. Mirchandani and R. L. Francis, Discrete Location Theory, John Wiley and Sons,
1998.

[3] P. K. Agarwal and M. Sharir, Efficient algorithms for geometric optimization, ACM Com-
puting Surveys, vol. 30, pp. 412-458, 1998.

[4] Z. Drezner and H. Hamacher, Facility location: Applications and Theory, Springer Verlag,

2002.

[5] Z. Farahani, R. Hekmatfar and Masoud, Facility Location Concepts, Models, Algorithms

and Case Studies Series: Contributions to Management Science, Springer Verlag, 2009.

26



Graphics Processor Units: For Graphics and Beyond

P. J. Narayanan

Centre for Visual Information Technology

International Institute of Information Technology, Hyderabad 500032

pjn@iiit.ac.in

The processor or CPU experienced tremendous growth over the past few decades. The single-

chip microprocessor has dominated the world of everyday computing and high-performance

computing for the past 15-20 years, especially the processor belonging to the Intel Architecture.

The Intel Pentium chip contained 3 million transistors and ran at 66 MHz when it came

out in 1993. The Pentium 4 had 175 million transistors and ran at 3.8 GHz when it came

out in 2005. The CPU also transformed unrecognizably from a simple fetch-decode-execute

engine, it became a deeply pipelined processor with with 2 or 3 level caches, branch prediction,

superscalar execution, hyperthreading, out-of-order executions, etc. The mainstream memory

access speeds grew far more modestly and the deep chasm between the processing speed and

the memory access speed has made the complex caches very critical to good performance. The

manufacturers turned to providing multiple cores in the same chip instead of making each core

richer. Parallel processing thus became available to masses but increased performance was not

easily available.

Processors meant for special applications, however, were able to exploit the increased number

of devices more efficiently. The graphics processor units (GPUs) implement the graphics

pipeline that transforms a few hundred vertices to pictures with a few million pixels. The

pipelined GPUs had 8-16 processor cores to process the vertices and 64-128 cores to process

the pixels by 2005. The improved computing power brought general purpose computing on the

GPU (GPGPU) to a number of applications. The unified processor architecture of later GPUs

made them processors with a few hundred cores operating on a common memory. These cores

are simple, in-order execution units with no caching or other sophistication. Programming

interfaces and drivers to use them as massively parallel devices also emerged in the form

of CUDA from Nvidia CAL from ATI/AMD, and the recently adopted standard of OpenCL.

Today’s GPUs deliver a 1 TFLOP of performance for under $400, making them ideal computing

co-processors.

The GPU is ideally suited for data-parallel computation in which the parallelism is primarily

provided by the data as similar sequence of operations are performed on a large number of data

elements. The current GPUs have a large number of cores and provide zero-cost swapping of

threads on these cores. This is essential to get high performance as memory access has very

large latency, though the memory bandwidth is at hundreds of gigabytes per second. Since

there are no caches to hide the latency, multiple threads have share the same processor to avoid

stalling. The latest GPUs from Nvidia, for instance, can support 30,000 threads simultaneously

in flight; even more threads can be used with serialization. The GPU can thus be described
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as a massively multithreaded, data parallel architecture.

In this talk, we present massively multithreaded algorithms on the GPU for a few graph

algorithms. Graphs are irregular structures and do not lend themselves to data-parallel model

very easily. We pose graph operations as manipulations of the parallel data structures that

represent them. We show practical-time results on massive graphs for minimum spanning

tree, all-pairs shortest path, and single source shortest path algorithms [3]. We also present

some of the basic algorithmic building blocks for the GPUs and how they were used by us

[1, 2]. Deep familiarity with the processor architecture is essential to exploit the performance

of today’s GPUs, given their intricate architecture and memory interfaces. Suboptimal designs

can result in severe performance penalties. The best way to exploit the power of the GPUs is

to use efficient implementations of basic data-parallel primitives.
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Scalar Functions. A function uniquely maps members of one set to members of another

set. We are interested in functions that map points from a n-dimensional space to real values.

These functions are called scalar functions. Scientific datasets are often representations of

functions but typically do not have an analytic description of the function. In fact, the value

of a function is measured at discrete points in the domain by physical means or computed using

procedural methods. Different interpolation techniques are then used to derive a continuous

and, if necessary, smooth representation of the function. For example, X-ray crystallographers

compute the electron density at various points of a molecular crystal using diffraction mea-

surements from x-rays bouncing on the crystal. It is essential to know the electron density

to perform structure related studies of the molecule. The electron density is a scalar function

typically defined on a subset of the three-dimensional Euclidean space, R
3. Another example

is Magnetic Resonance Imaging (MRI), a popular technique used to take pictures of different

slices of the human body. The atom density over the slice is mapped to a gray-scale image

and studied by radiologists to detect tumors. The scalar function in this case is the density

defined on a set of two-dimensional planes stacked together and can be viewed as a function

defined on a subset of R
3.

Visualization. Humans are able to easily interpret and comprehend visual information.

The field of data visualization capitalizes on this ability and aims to give the user a deeper

understanding of the data and underlying laws governing it. This is achieved by providing a

comprehensive display of the data along with annotations. A simple visualization method in-

terprets the scalar value at each point as an additional coordinate and plots a graph. Obviously,

graph plots are useful only if the domain is one- or two-dimensional. Other techniques like

isosurface extraction and volume rendering are used to visualize three-dimensional scalar data.

The book by Hansen and Jonson [1] provides a good introduction to the field of visualization.

A severe limitation of many scalar field visualization techniques is the inability to handle huge

and feature-rich datasets, which are becoming increasingly common. One approach towards

solving this problem is to compress the data using geometric techniques and visualize the

compressed data. Another approach is to automatically extract features from the dataset and

present them to the user. Computing the topological properties of the domain is a step in the

latter direction and has been studied under different names [3, 2].
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Level Sets. A smooth, real-valued function f : M
d → R defined on a d-manifold is called a

Morse function if it satisfies the following conditions:

1. all critical points of f are non-degenerate and lie in the interior of M
d,

2. all critical points of the restriction of f to the boundary of M
d are nondegenerate, and

3. for all pairs (p, q) of distinct critical points of f and its restriction to the boundary,

f(p) 6= f(q).

In the following discussion, we assume that the given function is Morse. The above conditions

may not hold in practice. However, the input can be suitably preprocessed to ensure that the

assumptions hold.

Figure 1: Figures above show the isosurfaces be-

fore (f−1(c − ǫ)) and after (f−1(c + ǫ)) passing

through a point with function value c and the

structure of the Reeb graph at the corresponding

node. Topology of the isosurface changes when

it evolves past a critical point.

Figure 2: Reeb graph of

the height function defined on

a surface with two tunnels.

Reeb graph tracks the topol-

ogy of level sets.

The preimage of a real value is called a level set. The level set of a Morse function f is a (d−1)-

manifold with or without boundary, possibly containing multiple connected components. For

the case when d = 3, a level set is called an isosurface. We are interested in the evolution

of the isosurface as the function value increases. Significant changes occur at critical points.

Specifically, the topology (i.e., connectivity) of the isosurface changes either by gaining / losing

a component or by gaining/losing genus. No topological changes occur at regular points.

Figure 1 illustrates the various topology changes that occur at critical points. The isosurface

gains a component when it evolves past a minimum and loses a component when it evolves

past a maximum. At 2-saddles, the local pictures in Figure 1 indicate an apparent splitting of

a component into two. Global behavior of the isosurface component will determine if this is

indeed a split or a reduction in genus.
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Reeb Graphs. The Reeb graph of f is obtained by contracting each connected component

of a level set to a point, see Figure 2. The Reeb graph expresses the evolution of connected

components of level sets as a graph whose nodes correspond to critical points of the function.

Figure 1 illustrates the structure of the Reeb graph at various types of nodes. In the case

of saddles, the corresponding node has degree 3 if the saddle merges/splits components, and

degree 2 if it is a genus modifying saddle. The Reeb graph tracks topology changes in level sets

of a scalar function and finds applications in scientific visualization and geometric modeling.

They serve as an effective user interface for selecting meaningful level sets and transfer functions

for volume rendering.

I will describe an algorithm that construct the Reeb graph of a Morse function defined on a

3-manifold. Our algorithm [4] is near-optimal and has the added advantage that it is simple

to implement. This algorithm first identifies the critical points of the input, and then connects

these critical points in the second step to obtain the Reeb graph. A simplification mecha-

nism based on topological persistence aids in the removal of noise and unimportant features.

Experimental result demonstrate a significant improvement over the previously known O(n2)

algorithm.
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Humans and animals use their visual abilities to navigate the world, forage for food, and

survive. Is it possible to replicate some of these abilities on a computer so that they can

assist us and enhance our quality of life by being an active components in our day-to-day life?

This is next generation science and technology. In this general context, the computer vision

is actively engaged in designing intelligent computer algorithms to extract information such

as 3D structure, 3D motion, object or person identity, material property, or geometric shape

from images.

The problem of object recognition is concerned with the problem of recognizing objects in

images. The source for its high combinatorics is two fold. First, an object can appear in dif-

ferent poses (viewpoint) and under different illumination conditions; the possible appearances

of any one given object is many. Second, the object (foreground) has to be separated from

the surrounding scene (background) even before it can be submitted for recognition. This is

further complicated by the fact that the surrounding context of an object can vary widely in

different situations. To control the combinatorics, and there is evidence that animal vision

also has similar solutions, the process involve three basic sub-processes (i) extraction of robust,

illumination and pose invariant features from the given image, (ii) grouping and organization

of these low-level features into possible object hypotheses, and (iii) matching of these groups

to object models. In this talk we will explore and analyze graph based solutions to the second

type of sub-processes, i.e. grouping and organization of the image features. This is one of the

largely unsolved, fundamental problems in vision and is central to the design of scalable arti-

ficial vision systems. It has been shown [1] that the combinatorics of the recognition process

in cluttered environments using constrained search reduces from an exponential to a low order

polynomial if we use an intermediate grouping process. What is remarkable is that, unlike for

the indexing case, this grouping process need not be perfect!

Perceptual organization offers an elegant framework to group low-level features that are likely

to come from a single object. In recent years, one of the effective engines for perceptual orga-

nization of low-level image features is based on the partitioning of a graph representation that

captures human perception inspired local structures, such as similarity, proximity, continuity,

parallelism, and perpendicularity, over the low-level image features. Mainly motivated by com-

putational efficiency considerations, this graph partitioning process is usually implemented as

a recursive bi-partitioning process, where, at each step, the graph is broken into two parts

based on a partitioning measure. We concentrate on three such measures, namely, the mini-

mum [2], average [3], and normalized cuts [4]. The minimum cut partition seeks to minimize
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Figure 3: Abstraction of the grouping process as a graph partitioning process.

the total link weights cut. The average cut measure is proportional to the total link weight

cut, normalized by the sizes of the partitions. The normalized cut measure is normalized by

the product of the total connectivity (valencies) of the nodes in each partition. Together, we

will explore theoretical and empirical insight into the nature of the three partitioning measures

in terms of the underlying image statistics.
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A spanner is a subgraph of a given undirected graph which is sparse, and yet preserves the

distance between each pair of vertices approximately. More precisely, a t-spanner of a graph

G = (V,E) is a subgraph (V,ES), ES ⊆ E such that, for any pair of vertices, their distance

in the subgraph is at most t times their distance in the original graph, where t is called the

stretch of the spanner. The spanners were defined formally by Peleg and Schäffer [6] though

the associated notion was used previously in the context of network synchronizers.

Computing t-spanner of smallest size for a given graph is a well motivated combinatorial

problem with many applications in distributed computing, network synchronizers, routing,

approximate shortest paths. However, computing t-spanner of smallest size for a graph is

NP-hard. In fact, for t > 2, it is NP-hard even to approximate the smallest size of t-spanner

of a graph with ratio O(2(1−µ) ln n) for any µ > 0. Having realized this fact, researchers have

pursued another direction which is quite interesting and useful. Let St
G be the size of the

sparsest t-spanner of a graph G, and let St
n be the maximum value of St

G over all possible

graphs on n vertices. Does there exist a polynomial time algorithm which computes, for any

weighted graph and parameter t, its t-spanner of size O(St
n)? Such an algorithm would be

the best one can hope for given the hardness of the original t-spanner problem. Naturally the

question arises as to how large can St
n be ? A 43 years old girth lower bound conjecture by

Erdös [5] implies that there are graphs on n vertices whose 2k as well as (2k − 1)-spanner

will require Ω(n1+1/k) edges. In this talk, we shall briefly discuss the algorithms for static,

dynamic, and fault tolerant (2k − 1)-spanners with size bound close to O(n1+1/k). Most of

these algorithms are simple enough to be discussed in an undergraduate course on algorithms.

Static spanners. There are two very simple algorithms which compute a (2k − 1)-spanner

of a given weighted graph G = (V,E). The first algorithm, due to Althöfer et al. [1], is based

on a greedy strategy, and runs in O(mn1+1/k) time. This algorithm has a lot of similarity with

the Kruskal’s algorithm for minimum spanning tree. The second algorithm [2] is based on a

very local approach and runs in expected O(km) time.

Dynamic spanners. Suppose the underlying graph of the spanner is changing - new edges

are being inserted and old edges are getting discarded. The aim is to maintain (2k − 1)-

spanner of this dynamic graph at each stage. So processing the changes in the graph will

require performing suitable updates on the (2k−1)-spanner. For example, if we delete an edge
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(u, v) which was present in the existing spanner, then how quickly can we find a small number

edges to be added to the spanner to ensure the stretch bound of 2k − 1 between u and v ?

Surprisingly the local approach of the static algorithm [2] and a careful randomization leads to

a dynamic algorithm for (2k−1)-spanner which can handle any edge update in poly-logarithmic

time [3].

Fault tolerant spanners. Consider a graph which models some communication network

where the links may go down for some time and then they may come up again. Let at most τ

edges may go down at any stage. It would be desirable to have a small subgraph Es such that

Es\f is a (2k − 1)-spanner of E\f for any set f ⊂ E of τ edges. Such a subgraph is called a

τ -edge-fault tolerant (2k − 1)-spanner. In a similar manner, a τ -vertex-fault tolerant (2k − 1)-

spanner is defined. Recently Chechik et al. [4] designed an algorithm to compute fault tolerant

(2k − 1)-spanners. Interestingly, they show that the size of τ -fault tolerant (2k − 1)-spanner

is of the order of the size of the static (2k − 1)-spanner for any constant τ .
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It is a well known fact that every graph can be viewed as the intersection graph of a collection

of sets: the set associated with a vertex is a set of edges incident on it. Clearly, two vertices

are adjacent iff the corresponding two sets intersect. A natural question to ask is whether a

graph can be viewed as the intersection graph of more structured sets. In this talk we focus on

understanding the structure of a graph which is the intersection graph of a set of subtrees of a

given tree. In other words, we consider a tree T and a set of subtrees of T . We construct the

natural associated intersection graph: two vertices are adjacent iff the corresponding subtrees

share at least one common vertex. Such graphs are called chordal or triangulated, that is

graphs in which there is no induced cycle of size greater than three. By restricting the nature

of the tree T , we obtain another special class of graphs called Interval Graphs, that is graphs

which are intersection graphs of intervals from the real line. For these graphs we draw a

connection between the tree T and the tree decomposition of the resulting intersection graph.

The standard reference for this material is the text by Martin Golumbic [1].

An edge is said to be contractible if its contraction does not reduce the vertex connectivity

of the graph. We use the intersection graph structure of chordal graph to characterize the

structure of contractible edges. In particular, we show that the set of contractible edges in a

chordal graph form a biconnected graph. We also show that this result is the best possible

by exhibiting chordal graphs for which the contractible edges form a graph of connectivity

exactly two. This result is recent and presented in [2].
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Voronoi diagram is a very useful tool in Computational Geometry. Apart from many other

problems, its main application is in the geometric proximity queries. The origin of this topic is

found in a book titled ”Principia Philosophiae” by R. Descartes in the year 1644. The author

mentioned that the solar system can be partitioned into many convex regions. Each region

corresponds to a star. The matters in each region are revolving around its corresponding star.

Figure 4: Voronoi diagram of a point set in 2D

In the recent days, we find the mention of Post Office Problem in the book titled “The Art

of Computer Programming - III: Sorting and Searching” by Professor Donald E. Knuth in

the year 1973. The problem is stated as follows: Let P be a set of n points distributed on

a 2D plane, which correspond to the post offices in a city. The objective is to partition the

plane (city) into regions such that each region corresponds to one post office in P , and for

any arbitrary point q on the plane, its nearest post office is the member p ∈ P whose region

contains q (see Figure 1). The Voronoi region of a point p ∈ P is obtained as follows: For

each point q ∈ P , draw the perpendicular bisector of p and q, and consider the half-plane

containing p. The convex region, obtained by the intersection of these half-planes, define the

Voronoi region of the point p. The Voronoi regions of all the members in P is the subdivision

of the entire region into n convex regions, each correspond to a point in P . This geometric

structure is referred to as Voronoi diagram V(P ) of the point set P . In general, the Voronoi

diagram may be defined for a set of arbitrary geometric objects P in any dimensional plane.
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There are several algorithms for constructing the Voronoi diagram of a given point set P in

2D in O(n log n) time [2, 4]. The most efficient one is the Fortune’s algorithm based on the

line sweep paradigm [2]. It can be shown that the lower bound on the time complexity of

the problem of constructing the Voronoi diagram is Ω(n log n). The usual data structure for

storing a Voronoi diagram is the doubly connected edge list [2]. Given an arbitrary query

point, its Voronoi neighbor among a set of points can be found in O(log n) time. We shall

illustrate different important properties of the Voronoi diagram of a point set P , construction

of the V(P ), and some important applications of the Voronoi diagram.

Another important problem in Computational Geometry is the triangulation of a given set P of

points. Here the objective is to split the convex hull of the point set P into triangles. There are

several objective functions for the triangulation problem depending on the applications. One

of them is the maximization of the minimum angle among all the angles of the triangulation.

This can be achieved by the Delaunay triangulation D(P ), which is the dual of the Voronoi

diagram V(P ). Various geometric graphs defined on the point set P can be found as a subgraph

of D(P ). The most important such graphs are Euclidean minimum spanning tree of P , Gabriel

graph, Relative neighborhood graph, etc.

Next, we will define the furthest point Voronoi diagram and higher order Voronoi diagrams.

The furthest point Voronoi diagram of the point set P is a partition of the region into convex

pieces such that the furthest member of P for every point in a particular region is the same.

Similarly, order k Voronoi diagram is also a partition of the entire region into convex pieces

such that for each point in a particular region, its k nearest neighbors in P are the same.

Several other variations of the Voronoi diagram and their uses will be discussed. Interested

readers may see [1, 3] for better awareness of Voronoi diagram, its properties and important

uses.
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We present a few important data structures used in efficient algorithms for fundamental ge-

ometric problems arising in several applications. We concentrate on a few important and

fundamental techniques that appear in several geometric searching problems. The common

feature in these problems is the output-sensitivity of the time complexity required to retrieve

data in queries; once the entire data is preprocessed, the time complexity of each query is

partly proportional to the size of the reported output and partly proportional to a sub-linear

function of the size of the database.

Orthogonal range queries: Kd-trees and range search trees. We begin with orthog-

onal range queries or rectangular queries. Given a set S of n points in the plane, report points

inside a query rectangle Q whose sides are parallel to the axes. Such queries are common in

databases, computer graphics, and in VLSI design. Here, a set S of n points is given apriori.

We preprocess S to create some data structure, so that arbitrary 2-dimensional (2-d) range

queries can be answered (efficiently) subsequently. The query processing for each query rect-

angle Q[a, b] × [c, d], is expected to scan only a subset of S, necessarily the points that appear

inside the query rectangle Q. We may use Kd-trees for 2-dimensional range searching (see [1]).

In Figure (a), the points inside Q are 14, 12 and 17. We construct a Kd-tree in O(n log n)

time using O(n) space, so that orthogonal range queries may be answered in O(
√

n + k) time

(see [1]). Here, k is the number of points of S inside the query rectangle Q.
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Using two 1-d range queries, one query along each axis, one can answer 2-d range queries

by selecting points common to the outputs of the two queries. The cost thus incurred may
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however exceed the actual (much smaller) output size of the 2-d rectangular range query. Truly

output sensitive query time O(log2 n + k) can be achieved if we use a 2-d range tree requiring

O(n log n) space (see [1]). The query time can be further reduced to O(log n + k) by using

the technique of fractional cascading for the range tree data structure [1], keeping the space

requirement within O(n log n).

The windowing problem and the interval tree data structure. The window clipping

problem in computer graphics requires displaying those parts of line segments that lie inside

an arbitrary window. The set of line segments need to be preprocessed, so that arbitrary

windowing queries can be answered by reporting portions of such clipped segments. We can

use 2-d rectangular range queries as in the previous section, for reporting segments with at

least one endpoint inside the query window rectangle. However, segments that cut across the

window (with their endpoints outside the window), cannot be detected in this manner. For

such segments we need to solve the following problem: given a set S of n horizontal intervals,

we need to report those which intersect the vertical segment joining points (x′

query, ymin) and

(x′

query, ymax) (see Figure (b)). A simpler problem is to consider the infinite vertical line at

abscissa xquery (Figure (b)). We discuss the solution to these problem using the data structure

called interval trees as in [1]. The preprocessing time required is O(n log n), and the query

time is O(log n + k).

Plane sweep and angular sweep algorithms. The plane sweep technique helps in re-

porting all intersections between n given segments in the plane. The main idea is to sweep a

vertical line from left to right, taking steps at endpoints of each of the n segments; the algo-

rithm discovers all intersections and takes a step also at each intersection point. Some actions

are taken to maintain the data structures at each step so that the reporting of all intersections

to the left of the sweep line is ensured. Using simple data structures, all the k intersection can

be reported in O((n + k) log n) time [3].

The sweep paradigm is useful also in computing the region visible from a point inside a

polygon with holes. Typically, the region visible to a robot inside a non-convex room with

several obstacles, can be modeled as the visible region from a point inside a polygon with holes.

If there are n edges defining the boundary of the polygon and h triangular holes/obstacles,

then the visible region can be computed in O(n log h) time [2].
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Geometric Graphs are graphs that arise from a geometric setting. They can be abstractly defined as

follows: Given a set of geometric objects (ex. points, lines, rectangles, circles, . . . ), the vertices are

the geometric objects and there is an edge between two objects if some geometric condition is satisfied.

Interval graphs [1], unit distance graphs [2], unit disk graphs, etc are some of the well studied geometric

graphs that finds applications in various fields.

Proximity Geometric Graphs are an important class of geometric graphs. They can be broadly de-

fined as follows: In these graphs, the objects are usually points and there is an edge between two points

if some proximity condition is satisfied. Delaunay graph [3], Gabriel graph, Relative Neighborhood

graphs [4] are classic examples in this class. Many problems in proximity geometric graphs find appli-

cations in graphics, GIS, wireless networks, sensor networks and computer networks.

In this talk, we discuss combinatorial and algorithmic questions on various proximity geometric graphs.
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